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ABSTRACT: Large language models (LLMs) originally developed for human text
have been adapted to proteomics as protein language models (pLMs). These
models treat amino acid sequences like sentences, and they learn patterns from
millions of sequences. pLMs are used for several key tasks, including the prediction
of protein structures, annotating protein functions, designing novel protein
sequences with specific characteristics, and mapping the interactions between
proteins and other molecules. Compared with traditional approaches, pLMs deliver
insights more quickly but demand large computing resources and careful data
management. Developers are focused on decreasing prediction inaccuracies and
biases by exploring more efficient training techniques and smaller models to
decrease the resources required. As sequence databases continue to grow, pLMs
will improve to uncover links between proteins and disease pathways, speeding
drug development and basic research while offering new proteome-scale insights
that support experimental design and validation.
KEYWORDS: protein language models (pLMs), transformer architectures, sequence embeddings, protein structure prediction,
protein function annotation, de novo protein sequence generation, protein−protein interaction modeling,
post-translational modification prediction, biophysical property prediction, computational scalability and efficiency

■ INTRODUCTION
Proteomics is the large-scale study of proteins, including their
sequences, structures, functions, and interactions, and plays a
central role in modern biology. Since proteins drive cellular
processes, their analysis is key to improving diagnostics,
guiding drug development, and understanding biological
mechanisms.1 Despite its significance, proteomics faces
substantial challenges, such as the inherent complexity of
protein data, persistent batch effects, difficulty of integrating
heterogeneous data across platforms and studies,2 as well as the
growing need to account for diverse protein forms arising from
post-translational modifications and isoforms.3 Traditional
computational approaches for structure prediction and
function analysis, often reliant on sequence alignment or
homology modeling, frequently struggle to generalize across
diverse protein families, accentuating the need for innovative
methodologies.4−7

In this context, large language models (LLMs) have emerged
as potentially transformative tools for proteomics.8 By
conceptualizing protein sequences as a “language”, with
amino acids analogous to words, LLMs use deep learning
architectures to discern intricate patterns and relationships
within extensive protein sequence data sets. These models,
referred to as protein language models (pLMs), demonstrate
strong potential in protein analysis.8 Research highlights their
growing adoption in proteomics for applications such as
protein structure prediction, function annotation, and drug
discovery.9,10 Moreover, pLMs have shown the capability to

generate functional protein sequences, which could signifi-
cantly advance protein engineering efforts.11

Despite their promise, integration of LLMs into proteomics
is not without challenges. High computational demands,
adapting to protein-specific tasks, and balancing accuracy
with generalizability represent notable hurdles that must be
addressed to fully realize their potential.12

This review examines the applications of pLMs in key areas
including protein structure prediction, function prediction, de
novo sequence generation, design and optimization, post-
translational modification prediction, evolutionary and muta-
tion prediction, biophysical property prediction, protein−
protein interactions, and other molecular interactions (e.g.,
protein−ligand, protein-nucleic acid), antigen−receptor bind-
ing, and antigen−antibody binding. The review evaluates the
significant advantages of pLMs over conventional approaches,
such as handling long-range dependencies, generalizability,
scalability, and flexibility. It also critically assesses their
limitations, including interpretability challenges, data bias,
tokenization issues, generalizability across diverse protein
families, computational demands, and fine-tuning complexities.
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Furthermore, it explores future research directions, high-
lighting the potential of LLMs to revolutionize drug develop-
ment, personalized medicine, and fundamental biology. This
article synthesizes recent developments and offers perspectives
to help researchers apply LLMs effectively in advancing
proteomic research.

■ LARGE LANGUAGE MODELS AND ADAPTATION
TO PROTEINS

LLMs are advanced artificial intelligence systems designed to
comprehend and generate human-like text by training on very
large data sets.13 These models predominantly rely on
transformer architectures, which employ self-attention mech-
anisms to effectively capture contextual relationships within
sequential data.14 Transformer architecture is a type of neural
network designed to handle sequences of words by focusing on
how each word relates to every other word. Instead of reading
text one token (i.e., unit of text: word, subword, or character)
at a time, it applies a self-attention mechanism that assigns a
weight to each word pair, allowing the model to capture both
local and long-range connections in a single step. Key
components include multihead attention layers, which let the
network learn different types of relationships in parallel, and
feed-forward layers, which transform those insights into richer
representations. Positional encodings are added to give the
model information about word order. Transformers process all
tokens simultaneously using attention instead of recurrence,
enabling faster training and strong performance on core natural
language processing tasks.14 The power of this design has made
transformers the backbone of modern LLMs across text
generation, translation, and classification.15−17

LLMs are typically trained on large general data sets, then
adapted to specific domains using targeted methods. For
example, SciBERT and BioBERT are trained on scientific and
biomedical texts to improve accuracy on related tasks.18,19

Parameter-efficient methods, such as adapters or low-rank
adaptations, reduce compute costs by updating only a small
subset of model parameters.20,21 Prompt-based tuning can also
adjust model behavior using a few example prompts, avoiding
full model updates, and retrieval-augmented generation can
link the model to external knowledge bases so outputs reflect
up-to-date information.22

Originally designed for language tasks, LLMs have been
adapted to proteomics by treating protein sequences as text
with amino acids as tokens. This allows transformer models to
scale the proteomic analysis. The adaptation of LLMs to
proteomics begins with tokenization, where each amino acid in
a protein sequence (e.g., “MVLSPADKT”) is assigned a unique
token (“MVLSPADKT” is tokenized into [“M”, “V”, “L”, “S”,
“P”, “A”, “D”, “K”, “T”]), similar to words in a sentence. Amino
acid tokens are converted to numerical vectors that encode
sequence contexts and biochemically relevant patterns; vectors
for residues with similar roles tend to be close to one another
in this representation space. These embeddings are then
processed by transformer layers with self-attention, allowing
the model to capture long-range dependencies and to encode
biochemical, evolutionary, and structural signals.8 Training
typically involves self-supervised learning on extensive
proteomics data sets, such as UniRef23−25 or The Big Fantastic
Database,26 which collectively include millions of protein
sequences. But unlike text, protein sequences share ancestry,
and random splits during training can inflate scores by placing
close homologues in both train and test.27,28 Thus, current
practice is to use homology-aware evaluation, where sequences
are clustered by identity and coverage (e.g., UniRef, MMseqs2,
CD-HIT) and entire clusters are assigned to train, validation,
and test.24,29,30 Some benchmarks also include a time split in
which test families postdate the pretraining freeze.31 Common
training objectives include masked-language modeling (pre-
dicting masked amino acids from context) and next amino acid
prediction, similar to the approaches used in Bidirectional
Encoder Representations from Transformers (BERT) and
Generative Pretrained Transformer (GPT).32 After pretraining,
LLMs are fine-tuned on smaller labeled data sets for tasks like
structure prediction, function classification, and interaction
modeling. The resulting contextual embeddings, i.e., high-
dimensional numerical vectors that encode functional signals,
capture functional patterns and offer a stronger basis for
interpreting protein sequences than traditional methods.33

These capabilities have also enabled functional sequence
generation,11 supporting advances in protein engineering and
drug discovery.

■ APPLICATIONS OF PROTEIN LANGUAGE MODELS
This section reviews how protein language models (pLMs) are
used in proteomics. It covers de novo protein design, function

Figure 1. Timeline of standalone pLMs arranged by release date and color-coded by primary prediction category. Only standalone pLMs are
shown; derivative methods that build on embeddings from existing pLMs are excluded.
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Table 1. Summary of pLMs�
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Table 1. continued
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Table 1. continued
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prediction (enzymatic roles, binding sites), structure and
contact prediction (secondary structure and backbone
modeling), PTM site inference, evolutionary and mutation
effect forecasting, biophysical property estimation (stability,
solubility, aggregation), and protein−protein interaction and
binding affinity prediction. Finally, it examines antigen−
receptor and antibody−antigen-binding models for immunol-
ogy. For each application, key pLMs are noted, compared with
traditional methods, and their benefits and limitations are
discussed. Several non-pLM models leveraging pLM embed-
dings are described to demonstrate the widespread application
of pLMs in other learning architectures. The presented pLMs
are summarized in Figure 1 and Table 1.
Protein Sequence Generation

Protein sequence generation aims to create new sequences
with the desired functional or structural properties. Applica-
tions include designing therapeutic enzymes, antibodies for
immunotherapy, and biocatalysts for industrial use.81 Tradi-
tional methods like directed evolution or rational design are

often slow and expensive, relying on trial-and-error or limited
structural knowledge to guide changes.82−84 Directed evolution
mimics natural selection through repeated mutation and
screening, which is a long and resource-intensive process.
Rational design uses structural insights to guide changes, but a
limited understanding of folding and function often leads to
suboptimal outcomes.85,86 In contrast, pLMs offer a scalable
and efficient alternative to generate sequences tailored to
desired attributes from vast data sets,33 with models like
ProGen showing their use in generating functional protein
sequences11 using model ability to interpret and extend
sequence data through a structured workflow.87 ProtGPT2,
an autoregressive transformer model (738 M parameters)
trained on ∼50 million UniRef50 protein sequences, is able
to generate de novo protein sequences that recapitulate natural
amino acid and disorder propensities while sampling unex-
plored regions of sequence space.43 These models are trained
via tokenization and self-supervised learning on very large data
sets like UniRef or UniProt, which contain millions of
sequences, with objectives to predict the next amino acid or

Table 1. continued

aThis table lists all protein language models covered in this review, showing for each whether it was trained directly on proteomics data
(“standalone pLM”) or trained from existing pLM embeddings, a description of design or purpose, and the main annotation dataset used for
training. A table with more information (Performance Highlights and release date) is provided in Supporting Information data Table S1.
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reconstruct masked sequence segments to learn the natural
distribution of protein sequences.11 To target specific proper-
ties, pLMs use conditional generation, where control tags (e.g.,
protein family or function) guide the output, such as
prompting a language model to write in a chosen style.
During inference, the model iteratively predicts subsequent
tokens from an initial prompt, ensuring alignment with the
specified attributes, as exemplified by ProGen’s ability to
produce sequences with lysozyme activity.11 ProGen, trained
on 280 million sequences from over 19,000 protein families,
uses control tags to enable precise generation, producing
artificial lysozymes with catalytic efficiencies comparable to
natural ones, despite sequence identities as low as 31.4%. Its
successor, ProGen2 has been scaled up to 6.4 billion
parameters and contains over a billion sequences from
genomic, metagenomic, and immune repertoire databases,
achieving state-of-the-art performance in generating novel
viable sequences and predicting protein fitness without
additional fine-tuning.56 ProGen-generated lysozymes were
synthesized and tested,11 the practical use of pLM-generated
sequences in medical and industrial applications.
Protein Function Prediction

pLMs predict protein function by modeling sequences as
language, inferring roles such as enzyme activity or binding
sites from sequence alone. Unlike similarity-based tools such as
BLAST, they capture deeper context and evolutionary signals,
aiding annotation of novel or uncharacterized proteins. ESM-
2,48 trained on 614 million protein sequences, uses self-
supervised learning to generate embeddings that are fine-tuned
or fed into downstream classifiers to predict specific functions.
ESM-2 embeddings have been shown to accurately predict
Gene Ontology terms, such as enzymatic activity, out-
performing BLAST by using evolutionary context (e.g.,
covariation and conserved-motif signals captured during
large-scale unsupervised training) rather than direct homol-
ogy.88

A key application is predicting enzymatic roles, where pLMs
identify sequence motifs associated with the catalytic activity.
Models such as ESM1b,8 ESM2,48 and ProtBERT35 outper-
form traditional alignment methods in assigning EC numbers
by capturing subtle sequence signals beyond homology-based
approaches.89 EnzBERT refines these predictions with a
dedicated attention layer that assigns full EC codes to input
sequences with high precision.54 FEDKEA combines a fine-
tuned ESM-2 backbone with a distance-weighted k-nearest
neighbor classifier, achieving state-of-the-art performance in
identifying catalytic proteins and classifying enzymes across all
EC levels.68

Recent advancements highlight pLMs’ ability to go beyond
sequence data. By integrating genomic context with sequence
information into a genomic Language Model, it is possible to
predict enzymatic functions with up to 24.4% accuracy from
context alone, demonstrating that surrounding genes can
inform function.90 This is particularly valuable for uncharac-
terized proteins in metagenomic data sets. Compared to
traditional methods like BLAST, pLMs are faster, i.e.,
processing sequences in seconds rather than minutes, and
handle remote homologues better, at the sacrifice of
interpretability.32,91 Another example is ProteinBERT, pre-
trained on ∼ 106 million UniRef90 sequences via joint
masked-language modeling and multilabel Gene Ontology
annotation prediction, incorporating both local and global

representations to handle long proteins efficiently.39 Its
compact architecture yields embeddings that enable rapid
fine-tuning across a wide range of downstream protein tasks,
such as function prediction, with performance matching or
exceeding larger models despite fewer parameters.
Similarly, pLMs excel at pinpointing binding sites, i.e.,

regions where proteins interact with ligands or other
molecules, consequently elucidating their functional roles.
RXNAAMapper, a model using biochemical reaction data,
identifies binding sites with over 52% accuracy in unsupervised
settings, surpassing other sequence-based methods.63

Despite their strengths, pLM-based function prediction
performance depends on training data diversity, and
predictions for out-of-distribution proteins can be unreliable.33

Interpretability is limited, unlike BLAST’s transparent align-
ment scores. Still, pLMs can annotate proteins with <30%
identity to known sequences, offering an edge over homology-
based methods.92

Secondary Structure and Contact Prediction

Secondary structure prediction, which identifies local folding
patterns like helices, sheets, and loops, and contact prediction,
which detects nearby residue pairs, are essential for under-
standing a protein’s 3D structure and function. These
predictions support drug design and the study of biological
processes. Traditionally, they relied on sequence alignments or
machine learning models trained on limited data, often using
sequence features or structural inputs. Such methods struggle
with scalability and accuracy, especially for novel proteins.
pLMs improve this by using large data sets to capture complex
patterns and context.33

In structure benchmarks, ProteinBERT achieves high
accuracy on secondary structure assignments and contact-
map inference, rivaling heavier models.39 The Multiple
Sequence Alignment (MSA) Transformer uses multiple
sequence alignments to predict contact maps with state-of-
the-art accuracy, incorporating evolutionary information to
boost tertiary structure prediction.93 ProtTrans, a family of
models pretrained on large protein sequence corpora like
UniProt, excels when fine-tuned for secondary structure
prediction, achieving competitive accuracy against specialized
tools.94 SPRoBERTa adopts a local fragment-based approach,
improving secondary structure prediction and offering insights
into sequence-structure relationships, further demonstrating
pLMs’ versatility.44 ProstT5 jointly learns from amino acid
sequences and structural context encoded as 3D tokens. By
training it to map sequences to these structure tokens (and
back again), it builds a tighter link between sequence and fold,
which improves tasks like fold classification.74 These models
improve prediction accuracy and enable the design of novel
proteins with specific structures by capturing biochemical and
evolutionary signals.8 They produce context-aware embeddings
for each residue, capturing structural and evolutionary signals.
Secondary structure can be predicted with simple projection
layers, while attention maps reveal residue−residue contacts by
highlighting spatial interactions. Recent analyses show that
pLMs can recover coevolutionary signals typically derived from
MSA-based approaches such as direct coupling analysis and
evolutionary couplings, yet do so without explicit align-
ments.95−97 Alternatively, end-to-end models like RGN2
combine pLM embeddings from its AminoBERT module
with a recurrent geometric network to predict backbone
coordinates.45 AminoBERT, pretrained on millions of
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unaligned sequences, captures both local and global sequence
patterns. It produces per-residue embeddings encoding
structural signals, which the geometric network uses, via
Frenet−Serret frames, to construct the C� backbone with
translational and rotational invariance. In this approach,
secondary structures and contacts emerge from the predicted
geometry rather than as explicit steps.
These techniques contrast sharply with Molecular Dynamics

(MD), which simulates protein folding based on physical force
fields.98 While MD simulations offer detailed dynamic and
energetic insights, de novo structure prediction via simulation
is far more computationally intensive.9,99 PLMs learn statistical
links between sequence and structure, enabling fast and
accurate predictions, particularly when using evolutionary data
or advanced single-sequence models like RGN2 or ESMFold,48

with less direct physical interpretability compared to MD.
Post-Translational Modifications Prediction

Post-translational modifications (PTMs) are chemical alter-
ations to proteins after their synthesis, such as phosphor-
ylation, acetylation, ubiquitination, and glycosylation, which
play critical roles in regulating protein biochemical activity/
functionality, localization, and stability.100,101 These modifica-
tions are essential for cellular processes like signal transduction,
protein degradation, and disease mechanisms.102 Under-
standing PTMs is crucial for advancing drug discovery,
personalized medicine, and disease research. Traditionally,
PTM identification relied on experimental techniques like mass
spectrometry or computational methods using sequence motifs
and machine learning with handcrafted features.100,103

However, prediction models perform worse when a PTM
lacks a clear sequence motif or is strongly context-dependent,
and by definition cannot exceed the accuracy of experimental
methods such as mass spectrometry.102 Practically, sequence-
based PTM predictors estimate, for each residue and PTM
type, the probability that a site is competent to carry a given
modification from sequence alone;8 this reflects site com-
petence rather than context-dependent occupancy, which
varies with cell type and cellular state.104,105

PTM prediction with pLMs typically uses models like ESM
or ProtTrans, trained on large protein data sets (e.g.,
UniRef50, UniProt).8,35 These generate residue-level embed-
dings, which feed into downstream models (e.g., neural
networks and gradient boosting) to predict PTMs. Alter-
natively, pLMs can be fine-tuned directly for PTM tasks, as in
DeepPTM.46 DeepPTM used ProtBERT-based protein
embeddings with attention-based vision transformers to
predict ubiquitination, succinylation, crotonylation, and
glycation sites with ROC AUCs of 0.776, 0.793, 0.764, and
0.734, respectively, in humans.46 Prior to DeepPTM, reported
ROC AUCs were 0.91 for ubiquitination,106 ∼0.80−0.82 for
succinylation,107,108 ∼0.86−0.91 for crotonylation,109,110 and
∼0.69 on a large human glycation set.111 Similarly, ProtTrans
embeddings improve ubiquitination site prediction, achieving a
precision-recall AUC of 0.88.35 Using pLM embeddings, it is
also possible to improve PTM site prediction; for example,
adding ProtT5 features boosted lysine glutarylation prediction,
increasing recall and AUC over earlier methods.112 Addition-
ally, PTM-GPT2,69 created by prompt-based fine-tuning of a
protein language model, was trained on a compendium of ∼1.2
million experimentally annotated PTM sites covering 19
modification types. Benchmarks also demonstrate Protein-
BERT’s ability to predict PTM sites (e.g., phosphorylation,

glycosylation) with performance comparable to specialized
predictors.39 Finally, PTM-Mamba extends a protein Trans-
former model by introducing special tokens representing
PTMs and uses a gating mechanism to fuse these PTM tokens
with sequence embeddings.79

These pLMs outperform traditional methods by capturing
long-range dependencies and subtle patterns.69 Their broad
pretraining supports adaptation to various PTM types with
little extra training. However, sequence-only models often fall
short for PTMs that depend on structural or cellular context,
like O-glycosylation.113,114

Evolution and Mutation Prediction

Prediction of protein evolutionary trajectories and mutation
effects refers to estimating how amino acid substitutions
influence protein stability, function, and fitness across different
contexts and how such substitutions may accumulate over time
within evolutionary lineages. This task underlies efforts to
model disease variants and guide protein engineering.
Traditional computational methods, including phylogenetic
and multiple sequence alignments (MSAs) tools,115−117 and
mutation effect predictors relying on sequence conservation
and structural features.118,119 These have provided valuable
frameworks but face limits related to running on very large data
sets and long protein sequences without prohibitive compute
or memory, dependence on high-quality MSAs or structures,
and potential issues with accuracy, bias, and data circularity
(i.e., evaluating a model on data that overlap with its training
set).
pLMs like ESM variants, ProteinBERT, and others39,120,121

propose a new paradigm to analyze proteomics data. Using
Transformer-based architectures trained on large unlabeled
data sets, they learn representations that capture evolutionary,
structural, and functional context.25 They often outperform
traditional methods in predicting mutation effects, frequently
in a zero-shot setting (i.e., without any task-specific examples
seen during training), achieving strong performance without
task-specific training data, and reducing reliance on labeled
data sets and avoiding circularity issues.11,122,123 They offer
potential advantages in scalability and can operate independ-
ently of MSAs.11,124 Specialized pLMs fine-tuned for tasks like
stability prediction (e.g.,125 ProSTAGE59) or enhanced with
structural or textual inputs (e.g., ProtSSN,126 MutapLM70)
show improved performance for site- or function-level
classification, better agreement with experimentally measured
changes in protein stability, stronger generalization to unseen
folds, and reduced labeled data requirements. They are also
being used for phylogenetic inference36 and in silico directed
evolution.
Biophysical Properties Prediction

The prediction of protein biophysical properties, such as
solubility, stability, aggregation propensity, and secondary
structure, is fundamental to understanding protein function,
the mechanism of disease, and guiding protein engineering and
therapeutic development.127 Previously dependent on experi-
ments or tools using handcrafted features, pLMs offer new
approaches to predict a range of biophysical properties directly
from amino acid sequences.45

A key application is solubility prediction, which is essential
for biological function and recombinant expression. pLM-
based methods outperform older tools, particularly in general-
ization and accuracy. Two common strategies are used. First,
feed pLM embeddings into a downstream classifier or
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regressor; some systems add extra sequence or experimental
features in a hybrid design, such as in hybrid GCN,58 ESM-
2,128 and SFM-Protein,71 on curated data sets.129

Stability, including thermodynamic stability (ΔG), and
thermostability (e.g., melting temperature), is a property
effectively predicted by pLMs. ESMtherm, for example, fine-
tunes ESM-2 on a data set of 528 k domain stabilities and
generalizes to unseen folds, predicting ΔG directly from
sequence.67 Also TemPL applies temperature-guided language
modeling to millions of growth temperatures and ΔTm values,
enabling zero-shot predictions of melting points and activity
shifts without mutagenesis data.49

pLMs also show promise in predicting solubility and
aggregation propensity and related phenomena like liquid−
liquid phase separation (LLPS).130 This ability often arises
from the models’ recognition of intrinsically disordered
regions, which commonly underlie phase transitions. Protein-
BERT embeddings have also been used to infer solvent
accessibility, intrinsic disorder, and other biophysical attributes,
showing robust performance across data sets.39 Furthermore,
NetSolP, a solubility model using pLM embeddings, reached
state-of-the-art accuracy in predicting soluble expression in E.
coli, surpassing earlier machine learning approaches.37

Similarly, pLM-derived features also improve the prediction
of aggregation and crystallization success. Recent benchmarks
showed that embeddings from models like ESM2 and
ProtT534 raised AUC/AUPR by 3−5% over older tools for
crystallizability prediction.131 Generative pLMs have even been
used to design new proteins less prone to aggregation, e.g.,
fine-tuning ProtGPT2 to generate sequences predicted to be
highly crystallizable.131

Beyond specific traits, pLMs can predict engineered
properties such as fluorescence intensity.132 This versatility
stems from unsupervised pretraining, which lets pLMs capture
biophysical signals and biochemical properties embedded in
sequences.
Protein−Protein Interaction and Binding Affinity
Prediction

Recent studies have explored pLMs to predict protein−protein
interactions (PPIs) and binding affinities directly from
sequences.133 A common approach is to use high-dimensional
embeddings from a pretrained model as input to a classifier or
regressor to predict whether two proteins interact or to
estimate their binding strength.133 For example, ProtBert-
BiGRU-Attention pairs ProtBert embeddings with a BiGRU-
attention network to accurately predict binary protein−protein
interactions using sequence data alone.134 Fine-tuned pLMs
can match or exceed state-of-the-art results on various PPI
benchmarks. However, standard models trained on single
sequences may miss interprotein context, as encoding partners
separately, or just concatenating them, can overlook important
interaction-specific features.78 Another solution, SWING,65

addresses this by modeling the language of protein−protein
and protein−peptide interactions through recurrent local
structural motifs. It assigns each residue an index based on
its local structural environment, which summarizes recurrent
interface motifs. These indices are then used by the model to
score partner compatibility and predict interactions, improving
generalization beyond a simple sequence concatenation.
To improve the PPI and binding affinity prediction from

sequences, recent methods have adapted language models to
better capture interactions. MINT (Multimeric Interaction

Transformer) is one such example, extending ESM-2 to jointly
process multiple protein sequences using cross-attention.78

MINT was pretrained on a large corpus of known interactions
(STRING database135) to learn contextual representations of
interacting chains. This resulted in clear gains in PPI tasks:
MINT reached an AUPRC of ∼0.69 on a standard PPI data
set, well above earlier sequence-based models, and improved
accuracy by 29% for predicting binding affinity changes on the
SKEMPI benchmark.136 In parallel, other work explored
pairing strategies using masked-language modeling as an
unsupervised score for interaction propensity. For example,
DiffPALM, an MSA-based transformer, detects coevolutionary
signals between sequences, allowing accurate pairing of
interacting proteins without explicit training on known
pairs.60 Beyond binary interaction predictions, embeddings
from models like AntiFormer75 have been combined with
graph neural networks or attention mechanisms to integrate
context such as interaction networks or antibody lineage,
improving PPI prediction accuracy.
The pLMs have also been applied to predict binding

affinities and affinity changes from sequence.137 One study
introduced ProBASS, a sequence-based framework that
combines embeddings from ESM-2 and ESM-IF1 to predict
binding free energy changes (ΔΔG) resulting from muta-
tions.138 Fine-tuned on a large ΔΔG data set, ProBASS
reached correlations up to r ≈ 0.8 with experimental binding
changes, outperforming earlier methods for both single and
multiple mutations. In the antibody−antigen domain, DG-
Affinity55 concatenates embeddings of an antibody and antigen
(from two pretrained encoders) into a convolutional network,
reaching a Pearson r > 0.65 on independent test sets and
surpassing earlier structure-based tools. Similarly, AntiFormer
combines transformer language models with a graph-based
module to predict antibody binding affinities, showing higher
accuracy than other antibody-specific predictors.75 These
findings suggest that sequence-only models can capture key
factors influencing binding affinity even without direct
structural input.
Despite progress, sequence-only models may miss subtle

conformational or context-specific effects better captured by
structural data. They also depend on large labeled data sets for
fine-tuning, though self-supervised interaction pretraining, as
used in MINT,78 helps mitigate this.
Antigen−Receptor Binding Prediction

Antigen−receptor binding is central to immunology. T-cell
receptors (TCRs) recognize peptides presented by MHC
molecules, while B-cell receptors (BCRs), mainly antibodies,
bind free antigens to trigger immune responses essential for
host defense.139 The diversity and complexity of receptor−
antigen sequences have made this task difficult, with
experimental methods like surface plasmon resonance and
yeast two-hybrid assays providing precise but slow and low-
throughput results.140 Recent advances in antigen−receptor
binding prediction have been driven by pLM-derived
contextual embeddings,141 allowing sequence-only models to
capture structural and functional features. This improves TCR
and antibody interaction predictions by learning representa-
tions that reflect key biochemical and structural properties
from large-scale sequence data.66 For instance, ESM-1b, a 650-
million-parameter transformer, has been applied to generate
embeddings for peptide epitopes and TCR complementarity-
determining regions (CDRs), achieving state-of-the-art affinity

Journal of Proteome Research pubs.acs.org/jpr Review

https://doi.org/10.1021/acs.jproteome.5c00506
J. Proteome Res. 2026, 25, 507−524

515

pubs.acs.org/jpr?ref=pdf
https://doi.org/10.1021/acs.jproteome.5c00506?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as


prediction on benchmarks like the TDC challenge,66 while
ProtTrans-based approaches such as ParaAntiProt uses
embeddings from pretrained antibody language models to
identify paratope residues (i.e., the antibody’s binding site that
pairs with an antigenic epitope) without antigen input,
showing that pLMs inherently capture contact-relevant
information.73 In the TCR domain, tcrLM uses a masked-
segment objective and virtual adversarial training on over 100
million CDR3 sequences to capture biochemical motifs and
positional preferences, achieving superior discrimination of
binding pairs in various cohorts,66 while TAPIR (T-cell
receptor and Peptide Interaction Recognizer) employs separate
convolutional encoders for TCR and peptide sequences,
merging the embeddings by concatenation into a joint vector
for prediction,142 enabling zero-shot generalization and
successful identification of cancer neoantigen-specific
TCRs.142 SC-AIR-BERT extends this paradigm by pretraining
a six-layer BERT encoder on millions of paired TCR/BCR
sequences from single-cell data sets using a k-mer masking
strategy, then fine-tuning with a multilayer perceptron head to
predict antigen-binding specificity with top performance across
TCR and BCR benchmarks.51 MHCRoBERTa, in turn, adapts
the RoBERTa architecture to peptide−MHC class I binding by
self-supervised pretraining on large peptide corpora and
subsequent fine-tuning on affinity measurements, achieving
higher Spearman correlation and AUC than dedicated tools
such as NetMHCpan3.0 (a pan-specific peptide−HLA binding
predictor) and MHCflurry (a neural-network ensemble for
affinity estimation) on pan-allele benchmarks.40 Similarly,
BERT2DAb pretrains a BERT masked-language model on
antibody sequences with 2D structural features, enabling richer
residue embeddings that boost downstream tasks like paratope
identification and antibody screening.53 Complementing these,
ProtLM.TCR, pretrained on millions of TCR sequences, yields
high precision−recall performance.47 TCR-ESM leverages
embeddings from a general ESM model for TCR−pMHC
binding prediction.57 In parallel, contrastive models such as
SCEPTR apply self-supervised learning to adapt efficiently to
low-resource binding tasks.76 Unified frameworks like
UniPMT integrate peptide, MHC allele, and TCR � CDR3
sequences within a single transformer, showing improved
precision-recall over separate models without needing per-
allele retraining.77 Benchmarking studies confirm that embed-
dings from pLMs like ESM-1b, ProtLM.TCR, and tcrLM
consistently outperform traditional baselines, and this modular
embedding paradigm facilitates rapid extension to specialized
applications such as neoantigen recognition and cross-
reactivity mapping, as demonstrated by TAPIR’s discovery of
novel cancer-specific TCRs.52 Overall, pLM-based models offer
a scalable, structure-agnostic approach for predicting antigen−
receptor binding, enabling high-throughput in silico screening
of therapeutic antibodies and TCRs. This supports faster
vaccine design, immunotherapy, personalized medicine, and
advances in understanding adaptive immunity.
Antigen−Antibody Binding Prediction

Transformer-based protein language models are now key tools
for predicting antibody−antigen interactions. Recent ap-
proaches leverage both general pLMs and antibody-specialized
LMs to encode sequences for binding prediction tasks. These
models are typically pretrained on massive antibody sequence
data sets,61,143 using architectures from bidirectional masked-
language models (BERT/RoBERTa variants) to sequence-to-

sequence models. The rich sequence embeddings produced by
these transformers capture immunoglobulin-specific features.
For example, AntiBERTy’s embedding space reflects antibody
structural and evolutionary properties learned from unlabeled
sequences.38

Several studies report that sequence-based language models
can rival or outperform traditional structure-based methods on
binding affinity and specificity benchmarks. For instance, DG-
Affinity55 uses two pretrained encoders, TAPE144 for antigen
sequences and AbLang41 for antibody sequences, to generate
representations that are fed into a ConvNeXt network,145 a
Transformer-inspired modern convolutional neural network,
for affinity regression. This purely sequence-driven model
achieved a Pearson correlation >0.65 on independent affinity
test data, exceeding earlier structure-based predictors. Sim-
ilarly, AntiBERTa, fine-tuned on large antibody repertoires,
produces residue-level embeddings that align well with
experimental paratope regions, matching structure-based
methods.42 And BALM, trained on over 300 million antibody
sequences, learns representations that predict binding kinetics,
mutational effects, and paratope or affinity across various
antigens.64 Moreover, fine-tuning antibody pLMs on known
binding data has proven effective, as demonstrated by
AntiBERTy,38 AntiBERTa, and a fine-tuned ESM248 for
binary classification of binding specificity to SARS-CoV-2
spike and influenza HA antigens.146 The fine-tuned models
showed improved accuracy over using static embeddings; in
cross-validation, they reached high AUROC (∼0.86−0.88) on
held-out test folds, significantly outperforming baseline SVM
classifiers on frozen LM embeddings. On a similar theme, a
recent large-scale model introduces IgBERT (encoder) and
IgT5 (encoder−decoder) trained on >2 billion antibody chains
and fine-tuned on 2 million paired heavy-light sequences.61

These models achieve state-of-the-art results across antibody
engineering tasks, outperforming earlier protein and antibody
pLMs in binding affinity prediction. In one benchmark,
embeddings from IgBERT/T5 led to more accurate affinity
and developability predictions than those from older pLMs like
AbLang41 or AntiBERTy, highlighting the value of training on
very large and paired antibody data sets.
Transformer models have been adapted to predict paratopes

and integrate antigen context, where attention and embeddings
can locate functional antibody sites. For example, Para-
AntiProt73 combines general (ESM-2/ProtTrans) and anti-
body-specific pLMs (AbLang, BALM, AntiBERTy) with
convolutional layers and CDR encodings to predict paratopes
from sequence alone, outperforming earlier structure- or
alignment-based methods. Other techniques integrate antigen
information via contrastive learning or multimodal models,
such as the supervised contrastive fine-tuning of AbLang-PDB
embeddings, which grouped antibodies by epitope in
embedding space,147 achieving high accuracy in distinguishing
same- vs different-epitope pairs and improving generalization
to unseen epitopes. Other hybrid strategies integrate the
structural context: AntiFormer incorporates graph-based
structural representations alongside sequence embeddings to
enhance binding affinity prediction, outperforming prior
sequence-only methods.75 Additional antibody-tailored pLMs
exist, such as EATLM,148 an evolution-aware transformer
incorporating germline lineage context, and even nanobody-
specific models like NanoBERTa-ASP62,149 for single-domain
antibody paratopes.
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Finally, foundation models have been extended to consider
antigen features directly: MAMMAL multimodal frame-
work,150 predicts whether an antibody will bind and block a
given influenza hemagglutinin using only sequences.72 Their
sequence-only model attained high AUROC (∼0.90) on
known antibody-HA interactions, though performance de-
clined on novel, dissimilar antibodies, underscoring the need
for diverse training data for robust generalization.

■ CHALLENGES AND LIMITATIONS
pLMs have achieved impressive results in learning protein
sequence representations, but they still face significant
challenges and limitations in proteomics.

Interpretability is a primary concern: these deep models act
largely as black boxes, and although attention-based analyses
have shown that some learned attention patterns correspond to
structural contacts or binding sites, the models’ internal
representations remain difficult to interpret in biologically
meaningful terms.91 Understanding why large language models
make certain predictions is challenging, which limits their trust
and use in important biological applications.

Data bias in training corpora further limits these models.
pLMs are trained on large protein databases (e.g., UniProt),
which are skewed toward certain organisms and protein
families; as a result, the models learn species- or lineage-
specific biases.151 For example, it has been observed that a
pLM assigned systematically higher likelihoods (fitness
proxies) to sequences from over-represented species regardless
of function, a bias that can mislead protein design efforts.151

Train-test leakage, often due to sequence or metadata
overlap in common protein benchmarks, inflates the apparent
generalization of pLMs and poses a risk to the validity of
results, especially when models are trained on broad corpora
and evaluated with lenient splits.152 Pretraining contamination
is another failure mode: if the test proteins or close variants
were seen during pretraining, downstream tasks like thermo-
stability look easier than they are.153 Mitigations include
pretraining-aware splits, strict cluster or family splits with
identity filtering, and deduplication across all stages.154 Claims
should include reported splits and decontamination to reflect
true generalization, not memorized training properties.155

Tokenization of the protein sequences is another challenge.
Unlike natural language, proteins lack clear word boundaries,
delineated by whitespace and punctuation, to delineate
“words” so most models resort to treating each amino acid
as a token.156 This one-letter tokenization misses higher-order
motifs and contextual cues present in protein sequences. Some
groups replace single-residue tokens with learned multiresidue
units using byte-pair or unigram tokenization, which can
capture common motifs but sometimes miss biologically
critical single-residue changes.157 These factors can limit the
model’s ability to learn grammar-like rules beyond local amino
acid patterns.
Moreover, pLMs still have limitations in downstream

prediction tasks. Sequence-only models can plateau, especially
for functional predictions that depend on subtle biochemical or
evolutionary contexts. Current pLMs largely overlook protein
biophysics, relying on statistical patterns that hinder general-
ization to novel protein design or variant-effect prediction.158

For instance, without structural context, language models may
miss effects of distant mutations, making traditional methods
or domain-specific features necessary for some tasks.

Generalizability across protein families remains an open
issue: pLMs trained on millions of sequences can still struggle
with rare or unseen families. They often fail on out-of-
distribution proteins, such as orphans, showing that broad
sequence coverage is key.45,159 As a result, performance varies:
strong on common families and weaker on remote or novel
folds. Recent work such as PortalCG proposes an end-to-end
sequence−structure−function framework with out-of-cluster
meta-learning to address out-of-distribution settings in
protein−ligand prediction, reporting improved generalization
on understudied proteins.160

Scalability is another limitation, in terms of both sequence
length and data set size. Most pLMs have quadratic
complexity, limiting their ability to handle long sequences
without truncation or optimizations.48 Standard models
typically cap input at a few thousand residues, and processing
longer sequences requires efficient attention methods that can
reduce accuracy. Likewise, training on the full range of protein
sequences also demands significant computational resources
due to large model sizes and data sets. This trade-off between
model size and performance is a constant theme. Larger
models generally improve protein task performance; for
example, the ESM series showed that scaling up transformers
leads to better representations and accuracy, following trends
seen in natural language processing.121 Larger models can yield
diminishing returns without diverse training data and may
overfit when data sets are redundant. Scaling up also increases
the cost and complexity, so developers must balance size with
practical gains in representation.
There are also important considerations in fine-tuning and

transfer learning for biological problems. Fine-tuning large
pLMs on specific proteomics tasks is difficult with limited
labeled data, as they can overfit and lose the general protein
features learned during pretraining. Early applications often
avoided full fine-tuning using frozen pLM embeddings as
features. Recently, however, studies show that fine-tuning
pLMs, even with minimal added parameters or adapter layers,
can significantly improve downstream predictions.161 Task-
specific fine-tuning consistently improves accuracy, and
parameter-efficient methods can achieve similar results at
lower cost. With proper regularization, fine-tuning helps to
address data scarcity and extract task-relevant knowledge. Still,
overfitting and the need for expert tuning remain challenges.
Finally, the fast pace of new pLM architectures and

variants creates uncertainty. Many models appear briefly with
limited validation in preprints, and there is no consensus on
which are reliable for long-term use. Reported results can be
biased toward the authors’ own methods, reinforcing the need
for objective, community-wide benchmarks. Establishing
shared evaluation suites and updated model libraries will be
essential for tracking progress and selecting suitable tools as
new models emerge.

■ FUTURE PERSPECTIVES
Future pLM-based approaches in proteomics provide new
opportunities for studying and engineering proteins. With over
240 million sequences known but <0.3% functionally
characterized,162 pLMs are becoming indispensable for
extracting evolutionary knowledge from sequences.
In structure prediction, pLM-powered methods already

achieve impressive results, eliminating the need for multiple
sequence alignments and enabling rapid proteome-scale
structure discovery.163 However, combining pLM embeddings
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with evolutionary profiles and physics-based refinement could
balance speed and accuracy, cut costs, and improve predictions
for large assemblies and flexible proteins.
Another frontier is capturing protein dynamics and context,

as present pLM approaches struggle with intrinsically
disordered regions and conformation changes induced by
partners or post-translational modifications.164 Recent pLM-
based efforts have begun to address this: DR-BERT annotates
disordered regions,165 LoRA-DR adapters improve intrinsic
and soft disorder prediction from pLM embeddings,166 and
SeaMoon uses pLM embeddings to model motions from
sequence,167 suggesting that adding structural context or
multistate training may enable prediction of ensembles and
allosteric effects in vivo.
In functional annotation, pLM embeddings have already

begun to outperform traditional sequence-homology methods
across many tasks, leading to an irreversible trend of replacing
handcrafted features with pLM-derived representations.162

Fine-tuning these foundation models on specific tasks further
boosts accuracy as demonstrated by recent benchmarks across
diverse prediction challenges.161 This means that a single
pretrained pLM can be adapted to predict enzyme activities,
subcellular localizations, or protein−protein interactions with
high fidelity, vastly accelerating the annotation of the
proteome.
In evolution, recent phylogenetic models like SiteRM168

demonstrate that alternative probabilistic approaches can
remain highly competitive, suggesting ongoing opportunities
for innovation beyond standard pLM architectures.

Translational impacts are also on the horizon. For example,
generative pLMs can design novel proteins in silico: ProGen
model produced artificial enzymes that not only expressed in
cells but also showed desired activity,164 hinting at AI-driven
directed evolution for enzyme engineering and therapeutic
protein design. Such capabilities imply that pLM-based protein
design will revolutionize drug development, enabling custom
protein therapeutics or tailor-made targets for small mole-
cules.164

In genomic medicine, pLM-informed tools are tackling
variants of unknown significance. DeepMind’s AlphaMis-
sense leverages unsupervised pLM training to predict the
pathogenicity of every possible missense mutation, showing
enormous potential to aid rare disease diagnosis and treatment
decisions.169 Looking ahead, we anticipate pLM strategies to
integrate with structural biology, systems biology, and clinical
pipelines, ultimately yielding a holistic understanding of
proteins.
In PPIs, ongoing work is likely to refine these models further

(e.g., by incorporating partner context, coevolution signals, or
lightweight structural cues) and to expand their applicability to
more complex interaction scenarios, all while maintaining a
fully sequence-based approach.
Finally, Multimodal pLMs are emerging, with models that

integrate sequence with structure and function tokens and
show gains on downstream tasks.170−172 Extending this line
toward true multiomics inputs alongside proteins is an active
area, and we expect fast progress, but rigorous benchmarks are
still limited
A last critical avenue for future work is the establishment of

evaluation frameworks and model repositories to tame the
ever-growing diversity of pLMs. Establishing shared bench-
marks and model registries will be vital to managing the rapid
proliferation of pLM architectures. Standardized evaluation

suites and catalogs detailing training data, hyperparameters,
and compute requirements allow a clear comparison of tools
across structure, function, and interaction tasks. These will
help researchers identify production-ready models, reduce
redundant efforts, and maintain relevance as sequence
landscapes evolve, ultimately speeding up the adoption of
reliable pLMs in proteomic research and applications.

■ CONCLUSION
The applications of pLMs have shown that raw sequence data,
when transformed into context-aware embeddings, can support
a wide spectrum of proteomic tasks, from predicting three-
dimensional folds and annotating enzymatic functions to
designing novel sequences and modeling molecular inter-
actions. By replacing manual feature engineering with self-
supervised pretraining on millions of sequences, these models
offer rapid, proteome-wide inference and, in many cases, match
or exceed the accuracy of alignment- and structure-based
methods. Their ability to generate realistic candidate proteins
and guide experimental screens has already begun to shorten
the cycle of design and validation in enzyme engineering,
antibody discovery, and beyond.
Yet important hurdles must be overcome before protein

language models become routine tools. The opacity of their
internal representations makes it difficult to trace predictions
back to biophysical principles, and biases in training databases
can skew outputs toward over-represented species or folds.
Large models demand substantial computation for both
training and inference, posing practical limits on sequence
length and throughput. At the same time, fine-tuning on
specialized tasks risks overfitting when labeled data are scarce,
and purely sequence-based approaches may miss crucial
structural or cellular contexts for certain functions.
Moving forward, the field stands to gain by combining the

strengths of language models with explicit structural,
phylogenetic, and experimental data. Integrating attention
analyses with graph- or physics-based modules could yield
more interpretable and data-efficient predictors. Advances in
efficient attention mechanisms and parameter-light tuning
methods will help scale models to longer sequences and
broader proteomes. Close collaboration between computa-
tional scientists and experimentalists will be essential to
validate predictions, curate high-quality data sets, and iterate
models in real-world settings. Additionally, the quick pace of
new pLMs and changing protein data can make it hard to
choose the right tool, so shared benchmarks and up-to-date
model lists are essential. As these efforts mature, pLMs will not
only accelerate basic discovery but also drive drug discovery
and personalized medicine and support targeted interventions
in biomedicine, industrial biotechnology, and synthetic
biology, ultimately realizing the promise of decoding and
engineering the language of life.

■ ASSOCIATED CONTENT
*sı Supporting Information

The Supporting Information is available free of charge at
https://pubs.acs.org/doi/10.1021/acs.jproteome.5c00506.

Table S1: Summary of all protein language models
discussed in this review, extending Table 1 with the
columns “Performance Highlights” and “Release Date”
(XLSX)

Journal of Proteome Research pubs.acs.org/jpr Review

https://doi.org/10.1021/acs.jproteome.5c00506
J. Proteome Res. 2026, 25, 507−524

518

https://pubs.acs.org/doi/10.1021/acs.jproteome.5c00506?goto=supporting-info
https://pubs.acs.org/doi/suppl/10.1021/acs.jproteome.5c00506/suppl_file/pr5c00506_si_001.xlsx
pubs.acs.org/jpr?ref=pdf
https://doi.org/10.1021/acs.jproteome.5c00506?urlappend=%3Fref%3DPDF&jav=VoR&rel=cite-as


■ AUTHOR INFORMATION
Corresponding Author

������ ���	
 − Axe Endo-Nephro, Centre de recherche du
CHU de Qu�bec-Universit� Laval, Qu�bec, QC G1 V 4G2,
Canada; D�partement de m�decine mol�culaire, Facult� de
m�decine, Universit� Laval, Qu�bec, QC G1 V 0A6, Canada;
orcid.org/0000-0001-7922-790X; Email: arnaud.Droit@

crchudequebec.ulaval.ca

Author
�	�
��� �������� − Axe Endo-Nephro, Centre de recherche du
CHU de Qu�bec-Universit� Laval, Qu�bec, QC G1 V 4G2,
Canada; orcid.org/0000-0001-6205-888X

Complete contact information is available at:
https://pubs.acs.org/10.1021/acs.jproteome.5c00506

Author Contributions
M.L. defined the review’s scope, performed the literature
search, organized and synthesized the selected studies, wrote
the manuscript, and finalized it for submission. A.D. guided the
topic, critically reviewed, and revised the manuscript.
Notes
The authors declare no competing financial interest.

■ REFERENCES
(1) Kavallaris, M.; Marshall, G. M. Proteomics and Disease:
Opportunities and Challenges. Med. J. Aust. 2005, 182 (11), 575−
579.
(2) Yu, Y.; Mai, Y.; Zheng, Y.; Shi, L. Assessing and Mitigating Batch
Effects in Large-Scale Omics Studies. Genome Biol. 2024, 25, No. 254.
(3) Po, A.; Eyers, C. E. Top-Down Proteomics and the Challenges of
True Proteoform Characterization. J. Proteome Res. 2023, 22, 3663−
3675.
(4) Yan, R.; Xu, D.; Yang, J.; Walker, S.; Zhang, Y. A Comparative
Assessment and Analysis of 20 Representative Sequence Alignment
Methods for Protein Structure Prediction. Sci. Rep. 2013, 3 (1), 1−9.
(5) Chao, J.; Tang, F.; Xu, L. Developments in Algorithms for
Sequence Alignment: A Review. Biomolecules 2022, 12 (4), No. 546.
(6) Warnow, T. Revisiting Evaluation of Multiple Sequence
Alignment Methods. Methods Mol. Biol. (Clifton, N.J.) 2021, 2231,
299−317.
(7) Chowdhury, B.; Gautam, G. A Review on Multiple Sequence
Alignment from the Perspective of Genetic Algorithm. Genomics
2017, 109 (5−6), 419−431.
(8) Rives, A.; Meier, J.; Sercu, T.; Goyal, S.; Lin, Z.; Liu, J.; Guo, D.;
Ott, M.; Zitnick, C. L.; Ma, J.; Fergus, R. Biological Structure and
Function Emerge from Scaling Unsupervised Learning to 250 Million
Protein Sequences. Proc. Natl. Acad. Sci. U. S. A. 2021, 118 (15),
No. e2016239118, DOI: 10.1073/pnas.2016239118.
(9) Jumper, J.; Evans, R.; Pritzel, A.; Green, T.; Figurnov, M.;
Ronneberger, O.; Tunyasuvunakool, K.; Bates, R.; Žídek, A.;
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